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Towards Practical, Asymmetric Sybil-Defense
Diksha Gupta Jared Saia Maxwell Young

Abstract—Proof-of-work (PoW) is one of the most common
techniques to defend against Sybil attacks. In contrast to other
approaches that rely on domain-specific attributes — such as
social-network topology, multi-channel wireless communication,
or device mobility — PoW defenses work in the more general
network settings. Unfortunately, current PoW defenses have two
main drawbacks. First, they require work to be done even in
the absence of attack. Second, during an attack, they require the
defender to spend as much as the attacker.

Recent theoretical work by Gupta, Saia and Young suggests
the possibility of overcoming these two drawbacks. In particular,
they describe a new algorithm, GMCom, that ensures that a
minority of network participants are Sybil; and also that the
algorithmic cost rate is O(J +

√
T (J + 1)), where J is the

join rate of honest participants, and T is the adversary’s cost
rate. Their defense is asymmetric in the sense that the honest
participants spend asymptotically less than the adversary.

A crucial question is: Can we create practical asymmetric Sybil
defenses? We take several steps towards answering this question
in the affirmative. First, we design and tightly analyze a new
subroutine for GMCom; our analysis optimizes hidden constants,
and leads to significantly improved performance. Second, we
empirically evaluate this improved GMCom against prior PoW-
based defenses, using data from both cryptocurrency and peer-
to-peer networks. Third, based on our empirical findings, we
construct heuristics that further improve GMCom performance.
Our final results achieve performance up to 2 orders of magni-
tude better than previous Sybil defenses.

Index Terms—Proof of work, Sybil attack, algorithm engineer-
ing, permissionless systems, peer-to-peer networks, Bitcoin.

I. INTRODUCTION

A Sybil attack occurs when a single adversary pretends to
be multiple agents [22]. One of the oldest defenses against
Sybil attacks is proof-of-work (PoW) [23], in which an agent
that wishes to use network resources or participate in group
decision-making must first perform some work, typically solv-
ing computational puzzles. A key benefit of PoW defenses
is broad applicability: they make no assumptions about an
attacker other than that it pays to perform work. Thus, PoW
limits the degree to which any resource-bounded adversary
can monopolize the network. In recent years, PoW plays a
critical role in cryptocurrencies such as Bitcoin [57], and other
blockchain technologies [11], [15], [19], [25], [40], [48], [65].

Unfortunately, a significant drawback of PoW defenses
is “the work”. In particular, current PoW approaches have
significant computational overhead, given that puzzles must
always be solved, even when the system is not under attack.
This non-stop resource burning translates into a substantial
energy — and, ultimately, a monetary – cost [14], [24], [74].1

Consequently, PoW approaches are currently used primarily
in applications where participants have a financial incentive

1For example, in 2018, the Economist calculated that Bitcoin consumes at
least 22 terawatt-hours of electricity per year, or enough to power Ireland [24].

to continually perform work, such as cryptocurrencies. This is
despite numerous proposals for PoW-based defenses in other
domains [12], [13], [33], [42], [47], [51], [64], [79], [80].

In this paper, we take a step towards designing practical,
PoW-based Sybil defenses with significantly reduced resource
costs. We build on recent theoretical work by Gupta et al. [37]
who describe a Sybil-defense algorithm, GMCOM, that (i)
ensures that a minority of network participants are Sybil, and
(ii) is asymmetric in the sense that the honest participants
spend asymptotically less than the adversary. In particular,
define the spend rate as the computational cost of solving
puzzles per second. Then, GMCOM also ensures the algorithm
spend rate is O(J +

√
T (J + 1)), where J is the join rate

of honest participants, and T is the adversary’s spend rate.
This defense is asymmetric since the algorithm’s spend rate is
sublinear in T .

A. Our Contributions

Our goal is to assess and improve upon the performance
of a recent asymmetric Sybil defense called GEOMETRIC-
MEAN COMPUTATION (GMCOM). To this end, we make the
following main contributions.

1) We substantially modify the original GMCOM by incor-
porating our new algorithm, ESTIMATE-GOODJR, that
estimates the join rate of good IDs; this estimate is crucial
to the asymmetric property. We derive a tight analysis on
the estimate’s accuracy assuming two conditions are met
regarding the good IDs (Section II).

2) We conduct experiments comparing the modified GM-
COM against prior PoW defenses – SybilControl [47],
REMP [67], and CCOM [36] – using real-world data from
several networks. Importantly, we analyze this data and
observe that our two conditions regarding the good IDs
hold true. Our modified GMCOM performs up to 2 orders
of magnitude better than state-of-the-art PoW defenses
(Section IV)

3) Using insights from our first experiments, we engineer and
test several heuristics aimed at further improving the per-
formance of the modified GMCOM. Additionally, we show
that we can combine GMCOM with past Sybil defenses.
Our best heuristic performs up to 3 orders of magnitude
better than state-of-the-art algorithms for large-scale attacks
(Section IV-C).

B. The General Network Model

We summarize a general network model that aligns with
many permissionless systems, including the work in [37]. The
system consists of virtual identifiers (IDs), where each ID is



either (a) good if it obeys protocol, or (ii) bad if it is controlled
by the Sybil adversary (or just adversary).

Puzzles. IDs can construct computational puzzles of varying
hardness, whose solutions cannot be stolen or pre-computed. A
k-hard puzzle for any integer k ≥ 1 imposes a computational
cost of k on the puzzle solver. These are common assumptions
in PoW systems [4], [47], [57].

Communication. All communication among good IDs uses a
broadcast primitive, DIFFUSE, which allows a good ID to send
a value to all other good IDs within a known and bounded
amount of time, despite an adversary. Such a primitive is a
standard assumption in PoW schemes [10], [28], [30], [50];
see [52] for empirical justification.

When a message is diffused in the network, it is not
possible to determine which ID initiated the diffusion of that
message. Good IDs have digital signatures, and each message
originating at a good ID is signed by its private key; we note
that no public key infrastructure is assumed.

A round is the amount of time it takes to solve a 1-
hard puzzle plus the (larger) time to diffuse the solution to
the rest of the network.footnoteA recent study of the Bitcoin
network shows that the communication latency is 12 seconds
in contrast to the 10 minutes block interval [16], which
motivates our assumption of computational latency dominating
the communication latency in our system. All IDs are assumed
to be synchronized.

Adversary. A single adversary controls all bad IDs. This
pessimistically represents perfect collusion and coordination
by the bad IDs. Bad IDs may arbitrarily deviate from our
protocol, including sending incorrect or spurious messages.
The adversary can send messages to any ID at will, and that
it can read the messages diffused by good IDs before sending
its own, but it does not know the private bits of any good ID.

The adversary controls an α-fraction of computational
power, where α > 0 is a small constant. That is, in a single
round where all IDs are solving puzzles, the adversary can
solve an α-fraction of the puzzles; this is common in past
PoW literature [4], [30], [57], [76].

Joins and Departures At most a constant fraction of the
good IDs join or depart in any round. Departing good IDs
announce their departure to the network; in practice, “heartbeat
messages” can be periodically sent out to indicate that an ID
is still in the system.

The minimum number of good IDs in the system at any
point is assumed to be at least n0. The system lifetime is
defined to be the duration over which nγ0 joins and departures
occur, for any fixed constant γ > 0.

II. ROBUST ESTIMATE OF THE GOOD JOIN RATE

Estimating the good-ID join rate is critical to the asymmetric
property (see Section III-B), and seems broadly useful in per-
missionless systems. However, good IDs cannot be discerned
from bad IDs upon entering the system, and so the adversary
may inject bad IDs in an attempt to obscure the true join
rate of good IDs. In this section, we describe our estimation

procedure, ESTIMATE-GOODJR, and defined in Figure2, Steps
(e) - (g), and prove its correctness.

For any dynamic system, our analysis makes use of a
disjoint period of time called an epoch; roughly, this is the
duration of time until the system membership of good IDs
changes by a constant fraction.

Definition 1. Let Gi be the set of good IDs in the system at the
end of epoch i and let epoch 1 begin at system initialization.
Then, epoch i is defined as the shortest amount of time until
|Gi − Gi−1| ≥ (3/4)|Gi|.

Let ρi be the join rate of good IDs in epoch i; that is, the
number of good IDs that join in epoch i divided by the number
of seconds in epoch i.

Important to our analysis are two conditions, C1 and C2,
which pertain to the join rate of good IDs (not bad IDs).
Let c(C,L) ≤ 1 and c(C,U) ≥ 1 indicate positive constants
used to, respectively, lower bound and upper bound a quantity
pertaining to a condition C.

• C1. For all i > 1, c(C1, L) ρi−1 ≤ ρi ≤ c(C1, U) ρi−1.

• C2. For any period of time within an epoch that contains
at least 2 good join events, the good join rate during that
period is between c(C2, L) ρi and c(C2, U) ρi.

Informally, C1 implies that the rate at which good IDs join
is fairly “smooth”, changing by at most a constant between
epochs. C2 implies that the rate of chang in the set of good IDs
is at least Ω(Ji) throughout an epoch, prohibiting good IDs
from being too “bunched up” during any small interval of time.
We hypothesize that this is plausible behavior for the good
IDs in many systems, and empirical evidence in Section IV-A
supports this claim.

A. Description and Intuition for ESTIMATE-GOODJR

ESTIMATE-GOODJR continually keeps track of the sets S̃,
which is the most recent system membership, where |Scur −
S̃| ≥ 3

5 |Scur|, and Scur is the set of good IDs currently in the
system. Whenever S̃ is updated — and only when S̃ is updated
— the parameter ˜̀ is set to the length of time since the system
membership was most recently S̃, and we refer to this length of
time as an interval. Then, J̃G

i = |Scur|/˜̀ is used as an estimate
for the true good join rate over iteration i, denoted by JG

i .
Our approach for estimating the good-ID join rate may be of

independent interest for other settings where C1 and C2 hold.
Therefore, we provide intuition for why these are necessary.

Since good and bad IDs cannot be distinguished with
certainty, it is challenging to determine when an epoch begins
and ends. Instead, ESTIMATE-GOODJR calculates a lower
bound on the number of new good IDs that have joined the
system by pessimistically subtracting out the fraction of IDs
that could be bad. When this estimate of new good IDs is
sufficiently large — that is, when the current interval ends
— ESTIMATE-GOODJR “guesses” that at least one epoch has
occurred. However, multiple (but still a constant number of)
epochs may have actually occurred during this time. Thus, for
this approach to yield a constant-factor estimate of JGi , the
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true good join rate cannot have changed “too much” between
these epochs, and C1 bounds the amount of such change.

Note that C1 addresses the good join rate measured over
entire, consecutive epochs. However, an interval may end
within some epoch j. If the good join rate over the portion
of epoch j overlapped by the interval deviates by more than a
constant factor from ρj , then the estimate will be inaccurate.
Condition C2 ensures that this cannot happen.

B. Analysis of ESTIMATE-GOODJR

Below we prove that ESTIMATE-GOODJR achieves a
constant-factor approximation, J̃Gi , to the good-ID join rate
JGi . Define “with high probability” (w.h.p.) to mean with
probability at least 1− 1/nγ0 . All of our arguments hold with
high probability over the system lifetime, and they rely on
C1 and C2; we omit this in the following statements for
succinctness.

We say that interval ˜̀ touches an epoch if there is a point in
time belonging to both the interval ˜̀ and the interval of time
corresponding to the epoch; it does not necessarily mean that
` completely contains the epoch, or vice versa.

In this section, for any time t, let St and Gt denote the set
of all IDs and set of good IDs, respectively, in the system at
time t.

Lemma 1. An interval touches at most two epochs and cannot
completely overlap any single epoch.

Proof. Assume that some interval starts at time t0 and touches
at least three epochs; we will derive a contradiction. This
assumption implies that there is at least one epoch entirely
contained within the interval. Consider the first such epoch,
and let it start at time t1 ≥ t0 and end at time t2 > t1.
Observe that:

|St2 − St1 | ≥ |Gt2 − Gt1 |
≥ (3/4)|Gt2 | by the definition of an epoch
≥ (3/4)(5/6)|St2 | by the Population Invariant
= (5/8)|St2 |
> (3/5)|St2 |

But this is a contradiction since it implies that the interval
must end before time t2.

Fig. 1: A depiction of the relationship between the good join
rate in iterations, epochs, and durations. Arrows represent that
good join rates of the endpoints are within constant factors of
each other. Green indicates the most recently-finished epoch
and duration being tracked by the committee to obtain J̃Gi .

Lemma 2. Consider any interval of length ˜̀, where there are
|Scur| IDs in the system at the end of the interval, and let epoch
i ≥ 1 be the most recent epoch that the interval touches. Then:(

5

6

)
c(C1, L)c(C2, L)ρi ≤

|Scur|
˜̀
≤ 5c(C1, U)c(C2, U)ρi.

Proof. We break the argument into three cases.
Case 1: The interval touches only a single epoch where the
epoch begins at t0, the interval begins at t1, and the interval
ends at t2. By Assumption A2, we have:

c(C2, L)ρi ≤
|Gt2 − Gt1 |
t2 − t1

≤ c(C2, U)ρi

and by the Population Invariant and the specification of an
interval:(

2

5

)
|St2 | ≤

(
3

5
− 1

6

)
|St2 | ≤ |Gt2 − Gt1 | ≤

(
3

5

)
|St2 |.

Therefore, we have:(
5

3

)
c(C2, L)ρi ≤

|St2 |
t2 − t1

≤
(

5

2

)
c(C2, U)ρi

Case 2: The interval touches epochs i− 1 and i and there are
at least 2 good ID join events in each epoch. Let epoch i− 1
start at time t0 and end at t2 (and so epoch i starts at t2), and
let the interval start at time t1 ≥ t0 and end at t3 ≥ t2. By
Assumptions C1 and A2, we have:

c(C1, L)c(C2, L)ρi ≤
|Gt3 − Gt1 |
t3 − t1

≤ c(C1, U)c(C2, U)ρi

and by the Population Invariant and the specification of an
interval:(

2

5

)
|St3 | ≤

(
3

5
− 1

6

)
|St3 | ≤ |Gt3 − Gt1 | ≤

(
3

5

)
|St3 |.

Therefore, we have:(
5

3

)
c(C1, L)c(C2, L)ρi≤

|St3 |
t3 − t1

≤
(

5

2

)
c(C1, U)c(C2, U)ρi

which we refer to as the Case-2 Equation.
Case 3: The interval touches epochs i− 1 and i, and w.l.o.g.
we have a single good join event in the portion of epoch i−1
that overlaps the interval; denote the length of this overlap by
λ′ > 0. As with Case 2, let epoch i − 1 start at time t0 and
end at t2 (and so epoch i starts at t2), and let the interval start
at time t1 ≥ t0 and end at t3 ≥ t2.

Observe that the single good join event in epoch i − 1
increases the numerator of the bounded quantity in the Case-2
Equation by 1, and so twice the upper bound in Case 2 suffices
here. The denominator increases by λ′, where λ′ ≤ t3 − t1,
so half the lower bound in Case 2 suffices. This implies:(

5

6

)
c(C1, L)c(C2, L)ρi ≤

|St3 |
t3 − t1

≤ 5c(C1, U)c(C2, U)ρi

Lemma 3. For any epoch i ≥ 1, and any iteration i′ ≥ 1 that
epoch i touches:

c(C1, L)JGi′ ≤ ρi ≤ c(C1, U)JGi′
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Proof. By Lemma 0, iteration i′ touches at most two epochs,
say epochs i − 1 and i. Thus, by definition of JGi′ , for some
λ1, λ2 ≥ 0, λ1 + λ2 = 1:

JGi′ = λ1ρi−1 + λ2ρi

≤ λ1

(
ρi

c(C1, L)

)
+ λ2ρi

≤ ρi
c(C1, L)

The second line above holds by condition C1. The last
line holds since λ1 + λ2 = 1 and c(C1, L) ≤ 1. A similar
derivation yields that JGi′ ≥

ρi
c(C1, U)

. Together this implies

that: c(C1, L)JGi′ ≤ ρi ≤ c(C1, U)JGi′ .

Under our general network model, so so long as C1 and C2
hold, we have the following main analytical result.

Theorem 1. For any iteration i ≥ 1, ESTIMATE-GOODJR
provides a constant-factor estimate of the good-ID join rate:(

5

6

)
c(C1, L)2c(C2, L)

c(C1, U)
JGi ≤ J̃Gi ≤

5 c(C1, U)2c(C2, U)

c(C1, L)
JGi

Proof. The estimate J̃Gi used in iteration i corresponds to the
most recent interval that completed before iteration i started.
Let epoch j be the most recent epoch that touches this interval.
By Lemma 2:(

5

6

)
c(C1, L)c(C2, L)ρj ≤ J̃Gi ≤ 5 c(C1, U)c(C2, U)ρj .

Epoch j may end prior to the start of iteration i; that is,
epoch j may not necessarily touch iteration i. In this case,
note that by Lemma 1, the current interval touches epoch j+1
and must end before epoch j + 1 ends. This fact, along with
the observation that the current interval touches iteration i,
implies that epoch j + 1 touches iteration i.

By the above, we know that either epoch j + 1 or epoch j
touches iteration i. Lemma 3 implies:

c(C1, L)JGi ≤ ρj ≤ c(C1, U)JGi

or
c(C1, L)JGi ≤ ρj+1 ≤ c(C1, U)JGi .

To employ our top-most equation, we use C1 to derive:

ρj+1/c(C1, U) ≤ ρj ≤ ρj+1/c(C1, L)

and then plug into our top-most equation, we have:(
5

6

)
c(C1, L)2c(C2, L)

c(C1, U)
JGi ≤ J̃Gi ≤

5 c(C1, U)2c(C2, U)

c(C1, L)
JGi

Finally, for ease of presentation later on, let us define the
constants in the above upper and lower bounds as:

c(JE,high) =
5 c(C1, U)2c(C2, U)

c(C1, L)

c(JE,low) =

(
5

6

)
c(C1, L)2c(C2, L)

c(C1, U)

where JE stands for “join estimate”.

III. COMBINING ESTIMATE-GOODJR WITH GMCOM

We describe the original GMCOM [37], and offer intuition
for the asymmetric property and why ESTIMATE-GOODJR
plays an important role here. Then, we highlight the benefits
of a modified version that employs ESTIMATE-GOODJR.

A. Overview of GMCOM

GMCOM defends against the Sybil attack by maintaining
the two invariants described below.

Population Invariant: The fraction of bad IDs in the entire
system is always less than 1/6.

We use 1/6 for ease of analysis, but there is nothing special
about this fraction. Achieving the Population Invariant helps
ensure that system resources — such as jobs executed on a
server, or bandwidth obtained from a wireless access point —
consumed by the bad IDs is limited.

Committee Invariant: There always exists a committee that
(i) is known to all good IDs; (ii) is of size Θ(log n0); and (iii)
contains less than a 1/2 fraction of bad IDs.

Again, there is nothing special about 1/2, and this can be
adjusted to a smaller fraction of bad IDs. The Committee
Invariant ensures that the committee can reach consensus on
decisions despite a minority of bad members, and do so in a
scalable manner using a Byzantine consensus protocol.

Asymmetric Property: Recall that T is the adversary’s com-
putational cost for solving puzzles per second. Define A to be
the total computational cost of good IDs for solving puzzles
per second. The number of good IDs that join per second, is
JG.

Gupta et al. [37] showed that, for α ≤ 1/18, w.h.p.
GMCOM has G = O(

√
T (JG + 1) +JG), and maintains the

Population and Committee invariants over the system lifetime.

Description of GMCOM. Execution occurs over disjoint
periods of time called iterations, and each iteration consists
of Steps 1 and 2. We describe these steps during iteration i
while referring to the pseudocode in Figure 2.

In Step 1, each joining ID must solve a puzzle of difficulty 1
plus the number of IDs that join within the last 1/J̃Gi seconds
where J̃Gi is the estimate of the join rate for good IDs.

Step 1 lasts until the earliest point in time when the number
of IDs that join in iteration i, na

i , plus the number of IDs
that depart in iteration i, nd

i , is at least (1/11)|Si−1|. The
quantities nai and ndi are tracked by the committee.

When Step 1 ends, a purge is performed by the commit-
tee by issuing a 1-hard puzzle via DIFFUSE via Step 2(a).
In Step 2(b), each ID must respond with a valid solution
within 1 round. The committee removes unresponsive or late-
responding IDs from its whitelist, which is maintained via
Byzantine consensus amongst the committee members.

The current committee then selects Θ(log n0) IDs uniformly
at random from Si in Step 2(c). The committee uses DIFFUSE
to inform Si that the selected IDs are the new committee for
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iteration i + 1. All messages from committee members are
verified via public key digital signatures.

The remainder of Step 2 consists of ESTIMATE-GOODJR,
which provides the estimate of good-ID join rate for setting
the entrance cost.

Finally, system initialization is achieved by solving the
GENID problem, where there is a set of good IDs, and an
adversary with an α-fraction of computational power who
controls bad IDs. All good IDs must agree on a set of IDs
that contains (1) all good IDs, and (2) at most an α-fraction
of bad IDs. Solving GENID is a heavy-weight operation,
but GMCOM does this only once at system initialization. A
number of algorithms exist for solving GENID [4], [39], [43].

B. Intuition for the Asymmetric Property

Initially, the asymmetric result may be surprising, and so we
offer intuition for this. Consider iteration i. In the absence of
an attack, the entrance cost should be proportional to the good
join rate. This is indeed the case since the puzzle difficulty is
O(1) corresponding to the number of (good) IDs that join
within the last 1/J̃Gi ≈ 1/JGi seconds.

In contrast, if there is a large attack, then the entrance-cost
function imposes a significant cost on the adversary. Consider
the case where a batch of many bad IDs is rapidly injected into
the system. This drives up the entrance cost since the number
of IDs joining within 1/J̃Gi seconds increases.

More precisely, assume the adversary’s spending rate is T =
ξJ all
i , where ξ is the entrance cost, and J all

i is the join rate
for all IDs. For the good IDs, the spending rate due to the
entrance cost is ξJGi , and the spending rate due to the purge
cost is J all

i . Setting these to be equal, and solving for ξ, we
get ξ = J all

i /J
G
i ; in other words, the number of IDs that have

joined over the last 1/JGi seconds. This is the entrance cost
function that best balances entrance and purge costs.

Note that spending rate of good IDs due to the entrance
costs and purge costs is:

ξJGi + J all
i ≤ 2J all

i By our setting of ξ.

= 2

√
(J all
i )

2

= 2
√
J all
i ξJ

G
i Since J all

i = ξJGi .

= 2
√
JGi T Since T = ξJ all

i .

This informal analysis provides a sketch of why the asym-
metric property is guaranteed, and why having knowledge of
the good-ID join rate is critical.

C. Benefits of Using ESTIMATE-GOODJR

The analysis of Gupta et al. [37] requires that four condi-
tions on the good-ID join rate hold true, and this limits the
applicability of the result. Another complication is that our
empirical work shows that the constants for their conditions
do not appear to hold in practice (see Section IV), and the
impact of this on the asymmetric property is obscured by the
asymptotic notation.

GMCOM with ESTIMATE-GOODJR
Key Variables
i : iteration number
nai : number of IDs joining since beginning of

iteration i
ndi : number of IDs departing since beginning of

iteration i
Si : set of IDs at end of iteration i
Scur : current set of IDs in system

Initialization:
i← 1.
S0 ← set of IDs returned by initialization phase.
J̃G0 ← obtained in initialization phase
S̃ ← S0
Execution:
The committee maintains all variables above and
makes all decisions using Byzantine Consensus,
including those used in ESTIMATE-GOODJR, which
is run continuously.

For each iteration i, do:

1. Each joining ID solves and diffuses the solution
to an entrance puzzle of difficulty equal to the
number of IDs that have joined in the last 1/J̃Gi
seconds of the current iteration, including the
newly joining ID.

2. When nai + ndi ≥ (1/11)|Si−1|, do:

Perform Purge:
(a) The committee generates and diffuses a ran-

dom string r to be used in puzzles for this
purge and entrance for the next iteration.

(b) Si ← set of IDs returning difficulty 1 puzzle
solutions within 1 round.

(c) The committee selects a new committee of
size Θ(log n0) from Si and sends out this
information via DIFFUSE.

(d) i← i+ 1.

Estimate-Good-JR:
(e) S̃ ←most recent system membership ensuring
|Scur − S̃| ≥ 3

5 |Scur|.
(f) ˜̀← length of time between last two changes

of variable S̃.
(g) J̃Gi ← |Scur|/˜̀.

Fig. 2: Pseudocode for modified GMCOM.

In contrast, by using ESTIMATE-GOODJR, we cut the
number of required conditions in half, while accommodating
empirically-measured constants. Moreover, the impact of these
constants on the asymmetric property — which is important to
understanding the performance in practice — can be derived
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as we now discuss.
We show that using ESTIMATE-GOODJR inside of GM-

COM provides the same asymptotic guarantees as Gupta et
al. [37]. We are also able to parameterize the results by our
constants C1 and C2 which makes explicit the relationship
between these constants, which may vary under different
network settings, and the magnitude of asymmetric result we
can expect to see in practice.

For ease of presentation, define the constants:

d1 =
√

2c(JE,high)

d2 =

(
12

11
+
c(C1, U)c(C2, U)

11c(JE,low)

)
We achieve the following result:

Theorem 2. For α ≤ 1/18, w.h.p. over the system lifetime,
GMCOM using ESTIMATE-GOODJR maintains the Popula-
tion and Committee Invariants and ensures:

A ≤ 11d2

(
d1

√
2T (c(JE,high)JG + 1) + JG

)
The technical analysis differs considerably from [37] in es-

tablishing the asymmetric property when ESTIMATE-GOODJR
is used, and we include our arguments in the next section.
We omit our arguments for the Population and Committee
invariants, since those remain largely unchanged.

D. Analysis of Asymmetric Property

While our subroutine, ESTIMATE-GOODJR, operates under
the general model described in Section I-B, the analysis by
Gupta et al. [37] additionally assumes that departing good IDs
are selected uniformly at random from the set of all good IDs
in the population. Our analysis of GMCOM does the same, but
we highlight that the guarantees given by ESTIMATE-GOODJR
do not require this.

We make use of the following two algebraic facts that both
follow from the Cauchy-Schwartz inequality.

Lemma 4. Let n be a positive number, and for all 1 ≤ i ≤ n,
si ≥ 0 and let S =

∑n
i=1 si. Then
n∑
i=1

s2i ≥ S2/n

Proof. Let u be a vector of length n with for all 1 ≤ i ≤ n,
u[i] = si, and let v be a vector of length n with, for all
1 ≤ i ≤ n, v[i] = 1. Then by Cauchy-Schwartz:

|〈u, v〉|2 ≤ 〈u, u〉 · 〈v, v〉

S2 ≤

(
n∑
i=1

s2i

)
· n

Rearranging completes the proof.

Let Ti denote the cost to the adversary over iteration i divided
by the length of iteration i. Let JB

i be the join rate of bad
IDs during iteration i.

Lemma 5. For any iteration i > 1, JBi ≤ d1
√
Ti(JGi + 1),

where d1 =
√

2c(JE,high).

Proof. For simplicity, we normalize time units so that `i = 1.
Partition iteration i from left to right into sub-iterations, all of
length 1/J̃Gi , except the last, which is of length at most 1/J̃Gi .
We lower bound the cost paid by the adversary for joins by
pessimistically assuming that only bad IDs are counted when
computing entrance costs. For 1 ≤ x ≤ dJ̃Gi e, let jx be the
total number of bad IDs that join in sub-iteration x. Since∑jx
y=1 y = (jx + 1)jx/2 ≥ (jx)2/2, the total entrance cost

paid by bad IDs is at least (1/2)
∑dJ̃G

i e
x=1 (jx)2.

Since
∑dJ̃G

i e
x=1 jx = JBi , by applying Lemma 4, we have:

Ti ≥
1

2

dJ̃G
i e∑

x=1

(jx)2 ≥ (JBi )2

2(dJ̃Gi e)

Cross-multiplying and taking the square root, we get:

JBi ≤
√

2TidJ̃Gi e

≤
√

2Ti(J̃Gi + 1)

≤
√

2Ti
(
c(JE,high)JGi + 1

)
where the second step follows from noting that dxe ≤ x+1 for
all x, and the final step follows from Lemma 1 which states
that:

J̃Gi ≤
5c(C1, U)2c(C2, U)

c(C1, L)
JGi = c(JE,high)JGi

which yields the lemma statement.

Lemma 6. Let Ai be the average spend rate for the algorithm
in any iteration i > 1. Then:

Ai ≤
d2|Si−1|

`i

where d2 =
(

12
11 + c(C1, U)c(C2, U)

11c(JE,low)

)
.

Proof. For simplicity, we first normalize time units so that
`i = 1. Partition iteration i from left to right into sub-
iterations, all of length 1/JGi , except the last, which is of
length at most 1/JGi .

The spend rate for the algorithm due to purge costs is |Si−1|.
For entrance costs, note the following two facts. First, by

Assumptions A1 and A2, there are at most c(C1, U)c(C2, U)
good IDs in any sub-iteration (note that a sub-iteration might
span two epochs). Second, the entrance cost for any good
ID is 1 plus the number of join events over the past 1/J̃Gi
seconds. By Theorem 1, 1/J̃Gi ≤ 1/(c(JE,low)JGi ), and
so the entrance cost is at most 1 plus the number of join
events over the past 1/c(JE,low) sub-iterations; that is
1 + c(C1, U)c(C2, U)/c(JE,low).

By these two facts, and by the fact that there are at most
|Si−1|/11 join events in an iteration, the total entrance costs
paid by good IDs in iteration i is at most:(

1 +
c(C1, U)c(C2, U)

c(JE,low)

)(
|Si−1|

11

)
.
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Adding the bounds for both entrance and purge costs and
dividing by the value of `i yields a total cost of at most:

|Si−1|
`i

(
12

11
+
c(C1, U)c(C2, U)

11c(JE,low)

)

Let I be any subset of iterations that for integers x and
y, 1 ≤ x ≤ y, contains every iteration with index between x
and y inclusive. Let δ(I) be |Sx−Sy|; and let ∆(I) be δ(I)
divided by the length of I. Let AI and TI be the algorithmic
and adversarial spend rates over I; and let JG

I be the good
join rate over all of I. Then we have the following lemma.

Lemma 7. For any subset of contiguous iterations, I,which
starts after iteration 1, the algorithmic spending rate over I
is at most:

11d2

(
2∆(I) + d1

√
2TI(c(JE,high)JGI + 1) + JGI

)
.

Proof. Let Di be the departure rate of both good and bad IDs
during iteration i. By Lemma 6 and the conditions for when
a purge occurs, we have that:∑

i∈I
Ai`i ≤ d2

∑
i∈I
|Si−1|

≤ 11d2
∑
i∈I

(Di + JBi + JGi )`i

≤ 11d2

(
2δ(I) +√∑

i∈I
2Ti`i

∑
i∈I

(c(JE,high)JGi + 1)`i

+
∑
i∈I

JGi `i

)
The second line in the above follows from the fact that

every ID that departs must have departed from the set of IDs
in the system at the start of I or else must have been an ID
that joined during I. The last line follows from the Lemma 5
bound on JBi , and noting that `i =

√
`2i . Finally, the last line

follows from Cauchy-Schwarz Inequality.
Dividing both sides of the above inequality by

∑
i∈I `i and

recalling that d1 =
√

2c(JE,high), completes the proof.

The above result is more general than we need, but Theo-
rem 2 follows from Lemma 7 by noting that ∆(I) = 0 when
I is all iterations, since the system is initially empty.

The benefit of this generality is that it implies an interesting
corollary:

Corollary 1. For α ≤ 1/18, with error probability polynomi-
ally small in n0 over the system lifetime, and for any subset of
contiguous iterations I, GMCOM has an algorithmic spending

rate of O
(√

TI (JGI + 1) + ∆(I) + JGI

)
.

This shows that the spending rate for the algorithm remains
small, even when focusing on just a subset of iterations. To
understand why this is important, consider a long-lived system

which suffers a single, significant attack for a small number of
iterations, after which there are no more attacks. The cost of
any defense may be small when amortized over the lifetime
of the system, but this does not give a useful guarantee on
performance during the time of attack.

IV. EXPERIMENTS

In this section, we report our simulation results.
Outline. In Section IV-A, we validate conditions C1 and C2
used to analyze ESTIMATE-GOODJR from Section I-B over
real-world networks. Next, in section IV-B we evaluate the
computational cost for GMCOM using ESTIMATE-GOODJR,
as a function of the adversarial cost, and compare it against
state-of-the-art PoW based algorithms. Finally, in Section
IV-C, we propose and implement several heuristics to improve
the performance of GMCOM.
Data Sets. Our experiments make use of data from the
following real-world networks:
1) Bitcoin: This dataset records the join and departure events

of IDs in the Bitcoin network, timestamped to the second,
over roughly 7 days [61].

2) BitTorrent Debian: This dataset simulates the join and
departure events for the BitTorrent network to obtain a
Debian ISO image. We use the Weibull distribution with
shape and scale parameters of 0.38 and 42.2, respectively,
to obtain join and departure events; these values are chosen
based on a well-cited study by Stuzbach and Rejaie [73].

3) BitTorrent RedHat: This dataset simulates the join and
departure events for the BitTorrent network to obtain a
RedHat ISO image. We use the Weibull distribution with
shape and scale parameters of 0.59 and 41.0, respectively,
from [73].

4) BitTorrent FlatOut: This dataset simulates the join and de-
parture events for the BitTorrent network to obtain a demo
of the game Flatout. We use the Weibull distribution with
shape and scale parameters of 0.34 and 21.3, respectively,
from [73].

5) Ethereum: This dataset simulates join and departure events
of IDs for the Ethereum network. Based on study per-
formed in [44], we use the Weibull distribution with shape
parameter as 0.52 and scale parameter as 9.8.

6) Gnutella: This dataset simulates the join and departure
events for the Gnutella network. We use an exponential
distribution with mean of 2.3 hours for session time and
Poisson with a mean of 1 ID per second for the arrival
rate; measured in [67].

Experimental Platform. Our experiments were written in
MATLAB and executed on a MacBook Air with macOS
Mojave (version 10.14.3) using a 1.6 GHz Intel Core i5
processor and 8 GB of 2133 MHz LPDDR3. We will post
the code after the anonymized review is complete.

A. Testing Conditions C1 and C2

Here, we examine whether the conditions C1 and C2 on
the good-ID join rate, and used in our analysis of ESTIMATE-
GOODJR (Section II), hold true for our data sets. For this
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Fig. 3: Testing Assumptions C1 and C2 for Bitcoin.

evaluation, we assume all IDs that ever join the system during
our simulations are good.
Experimental Setup. For the Bitcoin network, the system
initially consists of 9212 IDs, and the join and departure events
are based off the dataset from [62]. For the other networks, we
initialize the system with 1000 IDs each, and simulate the join
and departure events over 1000 epochs. Every value plotted is
the mean over 20 independent runs.

To test whether C1 holds, for each epoch i ≥ 2, the join
rate of good IDs in epoch i, ρi, is compared to the join rate
of the previous epoch, ρi−1. For the Bitcoin data, the results
are plotted in Figure 3(left). The results for all networks are
summarized in the columns labeled c(C1, L) and c(C1, U) of
Table I.

To test whether C2 holds, the following is done. For each
epoch i, we test that the join rate between any two consecutive
joins by good IDs is within some constant factor of ρi. To do
so, we measure the minimum and maximum join rate for epoch
i, denoted by ρmin

i and ρmax
i , respectively, and compare

these values against ρi. The results are presented in Figure
3(right) for Bitcoin, and in Table I for all the networks.

We highlight that the join rate for Bitcoin is quite stable,
implying on a value between X and Y for almost the entire
data set. However, an anomalous event occurs at the end of
the data set, which can be seen in Figure 3, and this results
in large values of c(C2, L) and c(C2, U).

B. Evaluating Computational Cost

We simulate GMCOM with ESTIMATE-GOODJR referred to
simply as GMCOM going forward to validate that it exhibits
the asymmetric spending rate O(

√
T (JG + 1) + JG), where

T is the adversary’s computational cost for solving puzzles

divided by the duration of the attack, and JG is the average
join rate of good IDs over the duration of the experiment for
the network.

We focus solely on the computational cost of solving
puzzles and throughout, we assume a computational cost of k
for solving a puzzle of difficulty k

We also compare the performance of GMCOM against
three state of the art PoW-based Sybil defense algorithms:
CCOM [35], SYBILCONTROL [47] and REMP (a name that
uses the authors’ initials) [66]. We summarize these algorithms
below.

CCOM. CCOM is the same as GMCOM except for the
entrance cost, which is always 1.

SYBILCONTROL. Each ID must solve a puzzle to join the
system. Additionally, each ID periodically tests its neighbors
with a puzzle every 5 seconds, removing from its list of
neighbors those IDs that fail to provide a solution within a
fixed time period; these tests are not coordinated between IDs.

REMP. IDs must solve puzzles to join the network. Addition-
ally, each ID must solve puzzles every W seconds. We use
Equation (4) from [66] to compute the value of computational
spending rate per ID as:

L

W
=

n

Nattacker
=
Tmax
αN

(1)

where L is the computational cost to an ID per W seconds, n
is the number of IDs that the adversary can add to the system
and Nattacker is the total number of attackers in the system.
Suppose N is the system size, then Nattacker is αN since the
computational power with the adversary is an α fraction of
computational power of the network in our model. Suppose
Tmax is the maximum number of attackers (bad IDs) that can

Network c(C1, L) c(C1, U) c(C2, L) c(C2, U)
Bitcoin 0.1 10 0.0005 30
BitTorrent Debian 0.2 5 0.125 8
BitTorrent RedHat 0.125 8 0.067 15
BitTorrent FlatOut 0.1 10 0.067 15
Ethereum Mainnet 0.5 2 0.4 2
Gnutella 0.5 2 0.1 5

TABLE I: Constants Assumptions C1 and C2 for Section IV-A
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join in W seconds, then to guarantee that the fraction of bad
IDs is less than half, n = Tmax. Substituting these values in
Equation 1, we can compute total algorithmic spending rate
as:

AREMP = (1− α)N × L

W
=

(1− α)Tmax
α

(2)

Experimental Parameters. We assume the good IDs join and
depart as described in Section IV-A. We set α = 1/18, and let
T range over [20, 230], where for each value of T , the system
is simulated for 10, 000 seconds. We also simulate the case
T = 0. We assume that the adversary only solves puzzles to
add IDs to the system.

For REMP, we consider two values of Tmax, 104 and 107.
Tmax = 107 ensures correctness for all values of T considered,
and Tmax = 104 ensures correctness for T ≤ 104.

Figure 4 and Figure 5 illustrate our results; we omit error
bars as they are negligible. In Figure 4, the x-axis is the
adversarial spending rate, T and the y-axis is the algorithmic
spending rate, A. The algorithmic spending rate for GMCom
is always proportional to

√
T , validating our analytical results.

We cut off the plots for REMP-104 and SYBILCONTROL,
when they can no longer ensure that the fraction of bad IDs
is less than 1/2. We also note that REMP-107 only ensures a
minority of bad IDs for up to T = 107.

Figure 5 reports results for T = 0. Note that the spending
rate for GMCOM is slightly higher than CCOM because the
entrance cost can be greater than one for GMCOM, when T =
0. In particular, the interval between two good ID join events
may be smaller than expected.

Finally, we note that GMCOM guarantees a fraction of
bad IDs no more than 1/6 for all values of T . In contrast,

SYBILCONTROL and REMP guarantee a fraction of bad IDs
less than 1/2 for the values of T plotted.

C. Proposed Heuristics

In this section, we explore heuristics to improve the per-
formance of our algorithm. To determine effective heuristics,
we focus on two separate costs to good IDs: their purge cost
and their entrance cost. In studying these costs for the Bitcoin
network in the absence of an attack, we find that the purge
cost dominates and, therefore, we focus on reducing the purge
frequency via the heuristics presented below.

Heuristic 1: We use the symmetric difference to determine
when to do a purge. Specifically, for iteration i, if |(Scur ∪
Si−1)− (Scur ∩ Si−1)| ≥ |Si−1|/11, then a purge is executed.
This ensures that the fraction of bad IDs can increase by no
more than in our original specification. Also, it decreases the
purge frequency; for example, in the case when some ID joins
and departs repeatedly.

Heuristic 2: We use the estimated good-ID join rate to bound
the maximum number of bad IDs that might have joined
during the current iteration; note that this is another application
of ESTIMATE-GOODJR. This allows us to upper-bound the
fraction of bad IDs in the system and purge only when the
population invariant may be at risk.

Heuristic 3: Recent works have explored the possibility of
identifying bad IDs based on the network topology [18], [27],
[53], [86]. In our experiments, we focus on SybilFuse [27],
which has the probability of correctly classifying an ID as
either good or bad as 0.92 and 0.98 based on the empirical
results [27], Section IV-B, last paragraph. We assume these
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Fig. 4: Comparison of algorithmic cost to adversarial cost for GMCOM, CCOM, SybilControl and REMP.
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Fig. 5: Comparison of algorithmic cost in absence of an attack (for T = 0) for GMCom, CCom, SybilControl and REMP-104.

values hold and use SybilFuse to diagnose whether a joining
ID is good or bad; in the latter case, the ID is refused entry.

We evaluate the performance of these heuristics against
GMCOM. The experimental setup is the same as Section IV-B.
We define GMCH to be GMCOM using both Heuristic 1 and
Heuristic 2. We define GMCH-SF(92) and GMCH-SF(98) to
be GMCOM using Heuristics 1 and 2, and also Heuristic 3,
with the accuracy parameter of Heuristic 3 as 0.98 and 0.92.

Figure 6 and Figure 7 illustrate our results. Figure 6
shows that GMCH-SF(92) and GMCH-SF(98) reduce costs
significantly during adversarial attack, with improvements of
up to three orders of magnitude during the most significant
attack tested over state-of-the-art. Figure 7 indicates that the
GMCH is effective in reducing costs when adversarial effort
is limited.

V. RELATED WORK

There is large body of literature on defending against
the Sybil attack [22]; for example, see surveys [21], [41],
[55], [63], and additional work documenting real-world Sybil
attacks [60], [75], [78], [82]. With the exception of CCOM [36]
and GMCOM [37], no prior defense ensures that computa-
tional costs for good IDs grow slowly with the cost incurred
by the adversary.

Domain-Specific Defenses. While PoW-based defenses work
in general network settings, domain-specific results for mit-
igating the Sybil attack have been discovered. In a wireless
network with multiple communication channels, Sybil attacks
can be mitigated via radio-resource testing which relies on
the inability of the adversary to listen to many channels
simultaneously [31], [32], [56], [63]. However, this approach
may fail if the adversary can monitor most or all of the
channels. Furthermore, radio-resource testing suffers from the
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Fig. 7: Comparison of algorithmic cost in absence of an attack for GMCom, GMCH, GMCH-SF(98) and GMCH-SF(92).

same issue discussed above, even in the absence of attack, the
system must constantly perform tests.

Several results that leverage social networks for Sybil resis-
tance [46], [54], [81], [85], [87], [88]. However, social-network
information may not be available in many settings.

Another idea is to use network measurements to verify the
uniqueness of IDs [9], [20], [29], [49], [72], [77], but these
techniques rely on accurate measurements of latency, signal
strength, or round-trip times, for example, and this may not
always be possible.

Containment strategies are examined in overlays [17], [70].
However, these results do not ensure any bound on the fraction
of bad IDs.
Proof of Work and Alternatives. As a choice for PoW, com-
putational puzzles provide certain advantages. First, verifying
a solution is much easier than solving the puzzle itself. This
places the burden of proof on devices who wish to participate
in a protocol rather than on a verifier.

In contrast, bandwidth-oriented schemes, such as [76], re-
quire verification that a sufficient number of packets have been
received before any service is provided to an ID; this requires
effort by the verifier that is proportional to the number of
packets.

A recent alternative to PoW is proof-of-stake (PoS) where
security relies on the adversary holding a minority stake in an
abstract finite resource [1]. When making a group decision,
PoS weights each participant’s vote using its share of a limited
resource; for example, the amount of cryptocurrency held by
the participant. A well-known example is ALGORAND [30],
which employs PoS to form a committee. A hybrid approach
using both PoW and PoS has been proposed in the Ethereum
system [2]. We note that PoS can only be used in systems
where the “stake” of each participant is globally known. Thus,
PoS is typically used only in cryptocurrency applications.

VI. CONCLUSION

We have presented and analyzed an algorithm, ESTIMATE-
GOODJR, for estimating the good-ID join rate within a general
network model that captures the Sybil attack. This result
allows us to reduce the assumptions required for a recent
asymmetric Sybil defense, GMCOM, and we obtain a new,
tight analysis of the asymmetric property. We also present
heuristics to further improve the performance of GMCOM.
Our experiments show that our new algorithm significantly
decreases computational cost compared to state-of-the-art.

An application of our algorithm is attack-resistant overlays,
for which there is significant prior work (see [3], [5]–[8], [26],
[34], [38], [45], [58], [59], [68], [69], [71], [83], [84]). These
results critically depend on the fraction of bad IDs always
being less than 1/2. However, there are only a handful of
results that propose a method for guaranteeing this bound
under Sybil attack.
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